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Introduction

Biodiversity data is important for a wide variety of uses, including scientific study, resource management and policy planning, and education. The preservation of biodiversity can not proceed without a systematic and accessible collection of information about the biota of the planet, but this can not be assembled in a single place. Widely distributed data must be exchanged, compared, and analyzed at a pace faster than was possible in the past. Informatics tools must be provided for collaborations among specialists working at a distance from one another. In this paper, we will describe some of the tools now or soon to be put in place by informaticists worldwide in the service of providing wider access to this data.
Locating and acquiring biodiversity information in electronic form is complex for many of the same reasons that the study of biodiversity itself is complex. The reasons include:

· There is a huge wealth of data, both digitized and not yet digitized. By one estimate QUOTE "(Nature 1998)" 
(Nature 1998)
 there are three billion specimen records in the world’s museums, only a small fraction of which have been digitized

· The number of species know is between 1.5 and -1.8 million species, with estimates of the total number on the planet “improbably low 3.5 million to an improbably high 100 million”  QUOTE "(Wilson 2003)" 
(Wilson 2003)
. Only about 300,000 of the have been represented, along with synonyms, in electronic taxonomic name services accessible on the internet.
  This is critical because much biodiversity data is indexed by scientific name of one or more taxa.

· Most databases are dedicated to a single purpose and predate the recent efforts to provide mechanisms for interoperability, automated integration of data, and the production of intelligent software agents that can locate and combine biodiversity electronic resources in local or global collections of data bases.

At the same time, the rapidly decreasing cost and increasing power of hardware and software available for processing the data presents opportunities for building software of high potential utility which is often hobbled by a dearth of digitized data about taxa and ecosystems.

Data interchange and international standards

The simplest requirement of collaboration between databases is the ability for one or more records from one to be incorporated in the other. Ideally in an such exchange, if a record goes from one database to another and back again it is unchanged. Adapting mathematical terminology, we call this round-trip idempotence. This is not always possible if information from one is not representable at all in the other, requiring the imported record to be stored in a way that the export can not recover the original information. 
 

Data interchange can lead to a proliferation of interchange tools. If there are N databases in question, the first must be able to exchange data with all N-1 of the others. When this is solved, the second need only be able to exchange data with N-2 (since hypothetically an exchange mechanism between it and the first has already been provided). Consequently, as many as 


(N-1) + (N-2) + … + 1 = N*(N+1)/2

exchange programs.

Thus, the number of exchange programs required grows as the square of the number of databases. Of course, in principle, within a given organization many databases are similar to one another, so software suitable for import or export from one may also be satisfactory for another but this is rarely the end of the story if the importing and exporting databases are not a perfect match for each other. Figure 1 illustrates the issue.

When the structure of each database is known and has a formal representation—a database schema—the programmer of the interchange software often has an easier job. Indeed, in this case, there is a long history in the database community of automating the production of interchange software. (For a survey see  QUOTE "(Garcia-Molina et al. 1997)" 
(Garcia-Molina et al. 1997)
.)   These approaches are technically quite complex, and instead it is often satisfactory for a community to agree on a single common interchange format, reducing the problem from interchange among all the partners to import and export from and to the common format. This means that for N databases only N exchanges programs must be written. For example, for 20 databases this reduces the number of programs from 210 to 20. On the other hand, to minimize round-trip loss of information, the exchange format must be able to express whatever the richest database can express, otherwise there will always be information lost on any export to the common format.

The use of a common exchange format brings the promise that additional databases can be added to the mix after the format has been specified, particularly if the designers of the exchange format can provide sufficient abstraction that future databases can represent their data in the exchange format without requiring changes or extensions to that format. The remainder of this section is devoted to several international efforts of this sort using the eXtensible Markup Language (XML). A brief survey of the relevant characteristics of XML is given in Appendix A, and many excellent short tutorials are available on the Worldwide Web.

Aside from sensor data, the largest collection of online data for biodiversity resides in the specimen records documenting the collections of natural history museums and individual scientists. One estimate puts the number of paper specimen records at 3 billion  QUOTE "(Nature 1998)" 
(Nature 1998)
. These are maintained by a wide variety of publicly available collection management software, including  QUOTE "(Specify 2003)" 
(Specify 2003)
,  QUOTE "(Apache 2003b)" 
(Apache 2003b)
,  QUOTE "(BRAHMS 2003)" 
(BRAHMS 2003)
,  QUOTE "(Colwell 1996)" 
(Colwell 1996)
, as well as “home grown” database-specific programs. To promote data exchange between such software programs, the Taxonomic Data Working Group (TDWG) has promulgated an XML language for this exchange. The standard, named Access to Biological Collection Data (ABCD,  QUOTE "(TDWG 2003)" 
(TDWG 2003)
), takes the form of an XML-Schema (or simply Schema, for short). Much like a relational database schema, an XML-Schema is a set of formal rules that define the format of the interchange. Conforming databases must export data in the XML language in ways that conform to the rules expressed in the XML-Schema. Happily for the database programmers, many existing programs, called validating XML parsers can peruse the exported XML and determine exactly where, if at all, it fails to follow the Schema rules. These failures might represent errors in the export program, or they might represent corrupt or otherwise invalid data in the database or even missing but required data items which might not be detected by the database itself. In turn, validated XML will, in principle, always be correctly imported by the import half of an XML-based interchange suite. Before describing other interchange standards underway, we remark here on another use for an XML-Schema such as ABCD, which we describe elsewhere in more detail and which we believe will in the future be even more important that data exchange. That use is for the representation of responses to queries by systems integrating remote distributed databases, whether on the internet, privately within an organization, or even multiple databases on a single computer such as a laptop that might be brought into the field. When such systems return XML responses in a form the same as an exchange record, the software authors of the querying system can “reuse” the program modules written for import of the XML. (Or more significantly, import modules could be easily constructed as a special case of remote querying). Tools exploiting the ABCD standard for distributed querying are described in the article by Beach in these proceedings.
A second standard nearing release by TDWG supports taxonomic diagnostic data. This standard is the Structure of Descriptive Data (SDD). It is an XML-Schema for the representation of diagnostic characters, character states and other data describing entire taxa. It can be used by authors of identification software (See  QUOTE "(Dallwitz 2003)" 
(Dallwitz 2003)
 for a comparison of some interactive id software) for purposes similar to those for ABCD: data exchange and the integration of distributed data. In a sense, SDD addresses a more complex problem than ABCD in that there is no single widely agreed upon set of characters suitable even for very restricted groups of taxa, let alone for all taxa. Consequently, the SDD designers must provide for the representation of arbitrary characters whose form and content can not be known to the SDD designers but must instead be specified by the designer of the specific software application or even the biological author of a particular taxonomic application. Since this standard is just emerging, nobody has attempted yet to exploit it.

At the next level up in the description of life on the planet, the ecosystem level, the situation is at once somewhat more mature and more restricted. Although there is no standard for describing data, the Ecological Society of America has produced an extensible XML Schema for describing ecological metadata, the Ecological Metadata Language EML. QUOTE "(ecoinformatics.org 2003)" 
(ecoinformatics.org 2003)
 The EML standard is designed explicitly to be extensible, and in particular it does allow data to be represented, though this would likely be somewhat idiosyncratic to each application. One of the most interesting aspects of EML is its support by Morpho QUOTE "(Higgins et al. 2002)" 
(Higgins et al. 2002)
 an interactive tool for editing metadata. The Morpho user interface is a combination of spreadsheet and tree browser (akin to standard file browser) metaphors that are generally easy for computer adept users to learn. Morpho, in turn can participate in network-based metadata databases supported by a system called Metacat  QUOTE "(Metacat )" 
(Metacat )
. Users can either deposit their registries in a central Metacat database maintained by the National Center For Ecological Analysis and Synthesis (NCEAS) or in a database maintained locally. EML data maintained in a Metacat (or other) database could be kept in some agreed upon schema in support of inter-institutional collaborations, though Metacat does not itself support distributed queries in any way analogous to the systems developed by TDWG mentioned above.

Emerging XML tools applied to biodiversity data

The data sharing problems faced by biodiversity researchers are not different from those faced by the electronic commerce community (e-commerce). In order to support the exchange goods and services with retail customers or other businesses, e-commerce applications must often transparently deal with many disparate databases. These may have a variety of purposes and standards for querying them, and the application may not always know in advance exactly how to deal with a given source of data, nor even where to find it. To address these issues, a number of XML-based standards have arisen driven by e-commerce and similar needs and often shepherded by the WorldWide Web Consortium. For many of these standards there is extensive commercial support, including for both open-source and proprietary implementations of the software implementing the standards. Some of these standards are beginning to be used by individual and enterprise biodiversity applications.

SOAP

The Simple Object Access Protocol  QUOTE "(W3C 2000)" 
(W3C 2000)
is an XML-based standard for exchanging messages between internet-accessible applications. It is not concerned with the content, or payload, of the messages, which need not be represented in XML (although often they are). SOAP messages can be transported by a wide variety of internet protocols, including email, but most commonly they are transported by use of the same mechanisms (“http POST”) that web browsers use for providing forms data to database-backed services. This is part of the “HyperText Transfer Protocol” (http) and is consequently supported by all commonly used web servers and programming languages. Much like an ordinary paper mail envelope and its counterpart for email, SOAP is first of all concerned with the details of how to route and deliver a message to a SOAP-aware application. However, the SOAP standard also provides limited, albeit extensible, ways to describe the type of data (integer, decimal, text, and even structured data). This is especially valuable for data interchange, because absent all other indications, data exchange often must take place as plain text with specialized handling to treat such things as, say, a decimal number. In Appendix C we show a SOAP sample that represents something that might come from a species checklist server.

Biologists needn’t understand the details of SOAP protocols. In fact, the great virtue of SOAP is that informaticists need not usually be concerned with them either, because the details of both encoding and decoding SOAP can be left to any of a wide variety of readily available open-source and commercial software that can be integrated into applications. This alone permits diverse systems to exchange data conveniently. For example, SOAP messages automatically generated by a Microsoft database supported under .NET will automatically be correctly decoded by a system using the Apache Foundation open-source Axis framework  QUOTE "(Apache 2003a)" 
(Apache 2003a)
.
The Web Services Description Language (WSDL)  QUOTE "(W3C 2003b)" 
(W3C 2003b)
considers, among other things, how data expressed in XML is constrained (i.e. an XML Schema describing the data), how the data source should be queried and how it will respond. As for SOAP, an advantage of the WSDL mechanisms is that software frameworks exist (e.g. Apache Axis) that can construct, at query time, most of the query details without the application using the framework having to know in detail at the time it is written where or how to make a query. In turn this relieves data providers of the need to follow a certain schema slavishly and allows provider software to offer its data to a wider variety of applications. 

One important technology cooperating with WSDL is the Universal Description, Discovery and Integration of Web Services, UDDI  QUOTE "(UDDI 2003)" 
(UDDI 2003)
. Originally designed for use in ecommerce, UDDI provides protocols by which organizations can register resources, especially—though not limited to—descriptions of web services given in the WSDL language. The UDDI standard also makes it easy to register data providers that adhere to some other particular interchange standard that is not as universal as WSDL. This in fact the approach of GBIF, TDWG and the DigIR project mentioned earlier for the exchange of biological collections data. There are several “public” UDDI registries intended for general use and presently operated without charge by Microsoft, IBM, Hewlett-Packard and others. (These collaborating registries mirror each others data so that if one is not accessible an application can automatically fetch information from another). An application that wishes a particular kind of data service makes an inquiry of a UDDI registry to discover where such services are offered. The registry will return sufficient data for the application to query those services. This may be as little as a URL and an indication that a particular protocol is in use—this is how DigIR operates—or it may be WSDL or it may be the a URL that when queried returns WSDL, from which the application discovers the data provision addresses and mechanisms. Organizations can manage their own UDDI registries (so-called “private registries” even though they may be publicly accessible) to retain control of the types of collaborating data providers they wish to support. 

In Figure 2 we show how an application might make use of all these mechanisms to query multiple data sources whose existence or precise query and response mechanisms are not known when the application is written. Integrating that data in the event the return schemas are different is a topic beyond the scope of this survey, but see  QUOTE "(Garcia-Molina, Papakonstantinou, Quass, Rajaraman, Sagiv, Ulman, Vassalos, & Widom 1997)" 
(Garcia-Molina, Papakonstantinou, Quass, Rajaraman, Sagiv, Ulman, Vassalos, & Widom 1997)
. The open source Web Services Invocation Framework makes client applications against services using the Web Services protocols and descriptions (i.e. described with WSDL). Similarly it is simple to use frameworks like Apache Axis  QUOTE "(Apache 2003c)" 
(Apache 2003c)
to actually produce that WSDL without much detailed knowledge of the Web Services protocols themselves. Microsoft .NET has similar facilities and with a small amount of care, the Apache and Microsoft tools are fully interoperable  QUOTE "(Skonnard )" 
(Skonnard )

The Semantic Web

Even within a given natural language, the providers of biodiversity information do not always use the same terminology for similar concepts. This makes it especially difficult for software engineers to produce “intelligent agents”— software programs which can seek out and query all the data sources that should be consulted about any particular question. Such problems increase dramatically if information required by one kind of audience, e.g. policy planners, is produced by a body of authors with a different purpose, e.g. ecologists. For example the discovery mechanisms described in the previous section are of little help at all if one data source publishes metadata announcing data about “alien” species and another about “non-native” species. This simple case can be solved by programming the agents to consult an electronic thesaurus of linguistic synonyms. The U.S. National Biodiversity Informatics Infrastructure has produced a biocomplexity thesaurus  QUOTE "(NBII )" 
(NBII )
. Unfortunately, at this writing it is targeted only at human use, and is not suitable for use by software agents. Thesauri are not sufficient to solve problems that quickly arise in considering not merely synonyms, but also concepts and the relationship among them. For example, while it is probably obvious to a human reader that “chemical control” and “biological control” are both special cases of “control” of invasive species, a software agent would have to parse natural language to deduce this simply from the text. The situation quickly gets harder: how should a software program know that a database of endemic plants will never contain data about an alien plant, or that a database about mammals will not have an entry about a plant? These require the software to have access to something that states the relationships between concepts such as endemic, alien, plant, animal and mammal. All of these terms denote some of the many concepts necessary to describe even such a constrained topic as invasive species. Luckily, this problem is as wide as the WorldWide Web, and, like the problem of data interchange, it is being addressed by a large community which is examining the Semantic Web  QUOTE "(Berners-Lee et al. 2001)" 
(Berners-Lee et al. 2001)
. A major tool in this community is the ontology. Borrowed from philosophy, where the term means the study of things that exist and the relations between them, an electronic ontology is a structure that describes concepts and relations between them. Among the simplest and important of these relations are “is a” “is a kind of”, “is not a”, “has a”, and similar relations which can be adequately understood (by a human) from their English meanings. Such ontological relations can then be combined with automatic reasoning software that can do elementary logical operations to help a software program decide whether a particular database is worthwhile querying.
 For example, an ontology might express that a mammal is a kind of animal and that an animal is not a kind of plant. Using this ontology and logic software, a software agent might reasonable ignore the Mammal Species of the World database  QUOTE "(Smithsonian Institution )" 
(Smithsonian Institution )
in seeking taxonomic information about plants.
The construction of ontologies for use with reasoning engines can be aided by data mining techniques. A collaboration in our laboratory between informaticists and ecologists is exploring these directions to extrapolate recommendations for control of invasive species from limited information in the Nature Conservancy’s “Element Stewardship Abstracts” QUOTE "(The Nature Conservancy )" 
(The Nature Conservancy )
. In that database of 131 U.S. invasive plants, only 62 of the records explicitly address whether mowing is an effective control. Use of pattern recognition techniques employed in data mining allows us to construct plausible relations between some characteristics of plants and the utility of mowing. Even where those relations might be regarded as evident to a human expert  in invasive species (as all of our present efforts are), many potential users of invasive species data may not have ready access to such an expert. In addition, these techniques can reveal
Although semantic methods are new to biodiversity applications, they have a long and successful history in biomedical applications  QUOTE "(National Library of Medicine 2003)" 
(National Library of Medicine 2003)
 and more recent extensive use in molecular biology  QUOTE "(Gene Ontology Consortium 2003)" 
(Gene Ontology Consortium 2003)
. The SEEK project, described elsewhere in this proceedings by James Beach, plans to develop semantic methods for biodiversity applications. As is much of the work on the Semantic Web, our invasive species ontology is written in an ontology language (“DAML+OIL”, the Darpa Agent Markup Language Plus the Ontology Interface Layer  QUOTE "(DAML )" 
(DAML )
) which is in turn expressed in an XML language called the Resource Description Framework  QUOTE "(W3C 2003a)" 
(W3C 2003a)

Summary

Discovery, description, exchange, and integration of biodiversity data is facilitated by many of the widely used applications and software infrastructure systems that support or leverage the XML language. These are of such broad interest that the biodiversity data community will often find that the problems it encounters have been solved by existing open-source or commercial software.
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Appendix C. SOAP example

<?xml version='1.0' ?>

<soap:Envelope xmlns:soap="http://www.w3.org/2002/06/soap-envelope" 


xmlns:cl="http://efg.umb.edu/checklist/">



<soap:Header>

     

<cl:getOccurrences/>

   
</soap:Header>  

 

<soap:Body>

  

<cl:Taxa> 

    


<cl:TaxonRequest





ScientificName=”Panthera tigris”





GeographicResolution=”State”





getPopulationStats=”true”/>




<cl:TaxonRequest





ScientificName=”Axis axis”





GeographicResolution=”State”/>



</cl:Taxa>

  
</soap:Body>

</soap:Envelope>

Hypothetical SOAP message to be sent to a server that can return an indication of the states in which a given species occurs and certain statistics of the population. 

<soap:Envelope xmlns:soap="http://www.w3.org/2001/06/soap-envelope"


xmlns:cl="http://efg.umb.edu/checklist/">
  <soap:Body>
    <cl:occurrences>


<cl:occurrence ScientificName=”Panthera tigris”>



<cl:states>



<cl:state name=”Karnataka”>




<cl:populationStats>





<cl:fiveYearMean





xsi:type="xsd:int">932</cl:fiveYearMean>




<cl:current xsi:type="xsd:int">658</cl:current>



    </cl:populationStats>



</cl:state>



<cl:state name=”Orissa”>




<cl:populationStats>





...




</cl:populationStats>


</cl:state>



...

    </cl:states>


</cl:occurrence>


<cl:occurrence ScientificName=”Axis axis”>



...


</cl:occurrence>

    </cl:occurrences>
  </soap:Body>
</soap:Envelope>

Partial hypothetical SOAP response. Text preceding ‘:’ denotes controlled vocabularies, called namespaces in XML and indicate that the rest of the element name belongs to those vocabularies. In this example “cl:” is hypothetically a special “checklist” namespace that might be defined by a community wishing to standardize information available from checklist servers.
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Figure 1. Interoperability


Four databases require 3+2+1 = 6 potentially different exchange programs(upper diagram). 20 databases would require 19+18+ …+ 3+2+1=190. In general, N databases might require as many as N(N+1)/2 programs, but if all of them can exchange with a single format, such as XML, only N such programs are required (lower diagram)
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Figure 2 Discovery of distributed data.


At times t0 and t1, two databases publish protocol information by registering it in the registry. At time t2 the application seeks WSDL or other metadata describing these protocols and uses that to query the data providers. Frequently, provider metadata will include the valid life of the metadata so that applications need not return to the registry before making subsequent queries. Data sources might also put such “time to live” on their data—either accompanying the data, accessed through the registry, or accessed by a metadata query to the data provider. This allows applications to cache data as well as metadata and avoid expensive network queries.
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� Alroy argues that 24-31% of the current names will prove invalid and that consequently current diversity estimates may be inflated by 32-44% � QUOTE "(ecoinformatics.org 2003)" � ADDIN PROCITE ÿ\11\05‘\19\02\00\00\00\19(ecoinformatics.org 2003)\01\03\00\01\00\00\00\00\00\00\00\00\00\01\00\00\00P»Ä\00HjÃ\00\00\00\00\00\01\00\00\00x”Ä\00\00\002\00\12\00àà\00\00\00\00\00\00ÿÿÿÿ7�õw.«Âw\00\00\01\00\00\002\00Xä\12\00\00\00\00\00\06\00\00\00\00\00\00ÿÿÿ:Šõw\14¬Âw\00\002\00\00\00\00\00\19¬Âw\00\00\00\00ÿÿÿÿ!\00\00\00\16F:\5CProCite\5CBiology.pdt\0FAlroy 2002 #460\00\0F\00 ��(ecoinformatics.org 2003)�


� This is quite the opposite situation for georeferenced remote sensing data, especially from earth orbiting satellites and meteorological sensors, where the accumulation of data outstrips the rate at which applications are produced to utilize it. Many applications of geographic information systems are covered elsewhere in these proceedings, and we touch only on some very specialized uses of this kind of data.


� One approach to solving this problem is for the importing system to maintain ancillary information to store the unrepresented data to be recombined on export. This may not be feasible if, rather than having no representation at all, the importing system must map the “alien” data to something that is deemed “like” the original, but has different properties or relations to the remaining data.


� This is consequential. Network latencies for internet queries can be substantial, so there is a large opportunity cost for failing to query a fruitful information source, but also a serious time penalty to querying one which is logically fruitless.





